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Abstract

The sparse representation technique has provided a
new way of looking at object recognition. As we demon-
strate in this paper, however, the mean-squared error
(MSE) measure, which is at the heart of this technique,
is not a very robust measure when it comes to com-
paring facial images, which differ significantly in lu-
minance values, as it only performs pixel-by-pixel com-
parisons. This requires a significantly large training set
with enough variations in it to offset the drawback of
the MSE measure. A large training set, however, is often
not available. We propose the replacement of the MSE
measure by the structural similarity (SSIM) measure in
the sparse representation algorithm, which performs a
more robust comparison using only one training sample
per subject. In addition, since the off-the-shelf sparsi-
fiers are also written using the MSE measure, we devel-
oped our own sparsifier using genetic algorithms that
use the SSIM measure. We applied the modified algo-
rithm to the Extended Yale Face B database as well as
to the Multi-PIE database with expression and illumi-
nation variations. The improved performance demon-
strates the effectiveness of the proposed modifications.

1. Introduction

A novel and comprehensive approach for face recog-
nition was recently proposed based on the sparse repre-
sentation theory [10]. Here, the face recognition prob-
lem is treated as searching for a sparse representation
of a given test image in terms of the training images.
Each face is represented by a set of features sufficiently
characterizing each individual. With the prior knowl-
edge that faces of the same individual are similar to each
other, a test face can be considered as being approxi-
mated by a linear combination of the training images of

the same individual. A test face ideally, thus, has an in-
herent sparse representation in the training set. Given
enough training images per individual and enough fea-
tures extracted per image, it promises significant data
corruption and occlusion tolerances. The technique is
also independent of the kind of features used. Almost
any feature, including random transformations, can be
used to obtain recognition rates of similar accuracy,
provided the number of features is sufficient. In addi-
tion, the technique is claimed not to require any pre-
processing beforehand.

In spite of the promising advantages, the sparse rep-
resentation technique does not deal effectively with all
practical issues that arise in face recognition. Firstly, it
is highly sensitive to image alignment in both transla-
tion and rotation [2]. Secondly, it cannot handle pose
variations. Thirdly, it is sensitive to illumination and
facial expression variations [4]. Some of these can be
offset by a large training set covering all the expected
variations in terms of sample images. However, such
comprehensive training sets are not generally feasible
to obtain for realistic tasks.

In this paper, we propose modifications to the orig-
inal sparse representation algorithm to improve its per-
formance under illumination and expression variations
given only one training sample per individual. Our main
contributions in this paper are the following: 1) We
identify potential problems in the error measure used
in Eq. 1 & 2 and propose to replace it by the Structural
Similarity Index. 2) We identify issues with the off-the-
shelf sparsifiers or l1-minimization algorithms and de-
velop our own genetic algorithm based sparsifier. 3) We
introduce a preprocessing stage and assert that when the
images are expected to be degraded, it is vital to prepro-
cess images before attempting any recognition. Further-
more, we assume that the images provided are already
sufficiently aligned.

2010 International Conference on Pattern Recognition

1051-4651/10 $26.00 © 2010 IEEE

DOI 10.1109/ICPR.2010.979

4012

2010 International Conference on Pattern Recognition

1051-4651/10 $26.00 © 2010 IEEE

DOI 10.1109/ICPR.2010.979

4032

2010 International Conference on Pattern Recognition

1051-4651/10 $26.00 © 2010 IEEE

DOI 10.1109/ICPR.2010.979

4028

2010 International Conference on Pattern Recognition

1051-4651/10 $26.00 © 2010 IEEE

DOI 10.1109/ICPR.2010.979

4028

2010 International Conference on Pattern Recognition

1051-4651/10 $26.00 © 2010 IEEE

DOI 10.1109/ICPR.2010.979

4028



(a) Template image (b) MSE = 4.2341e3
SSIMinv = 0.9936

(c) MSE = 4.8684e3
SSIMinv = 0.6682

(d) MSE = 8.9227e3
SSIMinv = 0.5174

Figure 1. Image similarity ranking using two different error measures MSE and SSIMinv. (a)
192x168 template image of a subject from Extended Yale Face B database. (b) Randomly gener-
ated image of the same size. (c) Image of another subject. (d) A different image of the same subject.

2. Related Work

The sparse representation presented in [10] is formu-
lated as a l1-minimization problem:

min‖x‖1 subject to ‖y −Ax‖2 6 ε (1)

where y is the probe image, A is the matrix of gallery
images and x is the sparse vector sought for. The sparse
coefficients returned in x are compared again for mini-
mum residuals:

ri(y) = ‖y −Aδi(x)‖2 for i = 1, . . . , k (2)

where δi(x) is a vector whose only nonzero entries are
the coefficients associated with the ith subject. The im-
age class corresponding to the smallest residual is taken
to be the class of the probe image.

Modifications in this algorithm have been proposed
in different directions. The alignment sensitivity of this
algorithm was explored by [2] and a modified algorithm
was proposed that attempted to align the images simul-
taneously while retrieving their class. This required a
threefold increase in gallery matrix size for only transla-
tion invariance (for up to 7 pixels) and sixfold for affine
invariance (for 2◦, 4◦, and 6◦ rotations).

[4] used 3D surface meshes and a feature pooling and
ranking scheme to investigate the expression sensitivity
of the sparse representation approach. By applying the
sparse representation framework to the collected low-
level features, they reported satisfactory results.

Here, we provide results that reveal the sensitivity
of the algorithm to illumination variations in particu-
lar and expressions in general. Our experiments with
two different databases show the poor performance of
the sparse representation algorithm [10] under ligthing
changes requiring a significant gallery set size with dif-
ferent variations to offset it. We propose modifications

in the algorithm for improved handling of such illumi-
nation variations and expressions under a single gallery
image per individual.

3 The Error Measure

Both Eq. 1 & 2 in the original sparse representation
algorithm use the mean squared error (MSE) or l2 norm
as the error measure. Least squares as an error measure
is blind to any underlying structure, as it determines the
best fit by a simple pixel-by-pixel comparison. This
lack makes it highly sensitive to illumination variations.
In fact, MSE is highly unsuitable for comparing two-
dimensional signals such as images [7].

We propose replacing the MSE in both equations by
one that can perform structural similarity comparisons.
One such measure is the SSIM [8, 9], which performs
three different similarity measurements of luminance
(l), contrast (c) and structure (s), and thereafter com-
bines them to obtain a single number:

SSIM(x, y) = [l(x, y)]α.[c(x, y)]β .[s(x, y)]γ (3)

where α > 0, β > 0 and γ > 0 are parameters used
to adjust the relative importance of the three compo-
nents. These three components are defined in terms of
the mean luminance, standard deviation and cross cor-
relation. For more details refer to [8, 9]. The SSIM
is symmetrical, bounded and has a unique maximum
of 1 when both the images are same. This value de-
creases as the images start to differ up to a minimum
value of -1. We map this range of −1 ≤ SSIM ≤ 1 to
2 ≥ SSIMinv ≥ 0 and call the new function SSIMinv

where 1 is mapped to 0 and -1 to 2:

SSIMinv = 1− SSIM. (4)

Despite its simplicity, the SSIMinv index performs
remarkably well across a wide variety of image and
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Recognition Results
Algorithm Extended Yale B MPIE Non-Canonical MPIE Canonical
Original 50.6% 32.4% 22.5%
Proposed 80.0% 58.0% 48.1%

Figure 2. Recognition results on the Extended Yale Face B dataset and the Multi-PIE database.

distortion types. Luminance shifting and contrast-
stretching, which generally do not degrade image struc-
ture, lead to a very low SSIMinv value. Although the
measure does not claim invariance against them, the in-
clusion of an additional structural component indepen-
dent of these two plays its part in the overall score.
An example is given in Fig. 1 where the MSE and
SSIMinv functions are compared. The face images are
taken from the Extended Yale Face B database. Three
images - a random image (Fig. 1(b)) and two face im-
ages (Fig. 1(c) & 1(d)) are compared against a tem-
plate image (Fig. 1(a)). It can clearly be seen that the
SSIMinv scores are more consistent than MSE scores
which ranks the three images in totally opposite order
with regard to similarity with the template image.

4 Sparsifier for l1-Minimization

The sparsifier or l1-minimzation algorithm is a key
part of the sparse representation algorithm. It is used on
the premise that, given a probe image of a person and
an error measure, the sparsifier will be able to identify
a small number of gallery images whose linear combi-
nation will be optimally close to the given image. It is
expected that at least one of the identified images will
belong to the same person.

Following are the issues we found with the off-the-
shelf sparsifiers: Firstly, they are all internally based on
the l2 norm, which we already demonstrated to be de-
ficient in providing robust comparisons. Secondly, they
generally employ gradient-descent algorithms, which
have an added disadvantage of getting stuck in local
minima. Thirdly, they require differentiable error func-
tions, which means that not all error functions can
safely be used with them.

Owing to the above, we developed our own sparsifier
basing it on genetic algorithms (GAs). Since GAs do
not rely on derivatives, almost any error function can
be used with them. Furthermore, GAs tend to find the
global minimum rather than a local one, which gives
a high likelihood of finding an optimal solution under
most error measures [5]. To encode the problem into
the GA domain, we define a sparsity coefficient. Each
sparsity coefficient points to a non-zero element of the
sparse vector x. A GA chromosome consists of one or
more such coefficients, which are combined in specific
proportions to yield a linear combination.

5. Experimental Validation & Discussion

We performed experiments using the Extended Yale
Face B [3] and the Multi-PIE databases [1]. From the
Extended Yale Face B database, we used cropped and
pre-aligned images (size 192x168) of 38 subjects un-
der 51 illumination conditions ranging from 0◦ to 77◦,
with neutral faces, eliminating those that were visually
hard to recognize by human judgement. Out of these
51, we preselected the image under 0◦ illumination as
the training image and the remaining 50 images as the
test set.

From Multi-PIE, we randomly chose 100 subjects,
cropped and pre-aligned, with 21 images per subject
in varying illumination conditions under two different
expressions (neutral, smiling). Out of these, the neu-
tral face image under 0◦ illumination was pre-selected
as the training image and the remaining 20 images as
the test set. Using this Multi-PIE subset, we prepared
two further datasets. In the canonical dataset (image
size 140x140), we mapped and warped all the images
to a canonical face, hence, minimizing the effects of
expressions. In the non-canonical dataset (image size
130x120), we used the images without any mapping
or warping. We ran experiments on all three datasets
using the original sparse representation algorithm and
our variations comparing algorithm performances. The
experiments, thus, also outline performance differences
under the canonical / non-canonical mapping.

The original sparse representation algorithm [7] was
tested under the following conditions: Five random fea-
tures, each a vector of size 200, were extracted from
each image. l1 minimization was performed using the
SpaRSA [11] algorithm. Our version of the algorithm
was tested under the following conditions: Since we
used the SSIM metric for image comparisons, which
does not work under random transformations, we down-
sized the images to 64x64 pixels and used it as a sin-
gle extracted feature from the original images. We pre-
processed each test image for contrast enhancement us-
ing the CLAHE algorithm [6] implemented in Matlab.
In our genetic algorithm based sparsifier, we kept the
population size to 50 and the generation count to 200.
We used 3 coefficients of sparsity.

The results in Fig. 2 show that the use of SSIM along
with GA-based sparsifier have boosted the overall per-
formance by a good margin. As can be seen in the sam-
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Figure 3. Some recognition results from the Extended Yale Face B database. Top: Test images
Middle: Results from the original algorithm Bottom: Results from the proposed algorithm

ple results in Fig. 3 the original algorithm is not very
robust to significant illumination variations owing par-
ticularly to the nature of the MSE error measure. Some
inconsistencies can be seen in the results. For exam-
ple, the classification of the images in column 5 and 10
which are under similar illumination conditions. This
can be explained by the local minima that gradient-
based sparsifiers often get stuck in. Similar irregular-
ities, however, are also exhibited by the proposed algo-
rithm, for example, in the images in column 1 and 8.
Although GA does not get into local minima, it needs
many generations to converge optimally or, if the num-
ber of generations is limited, may sometimes lead to a
suboptimal solution.

6. Conclusion

In this paper, we extend the sparse representation al-
gorithm to use any error measure for l1 minimization
and the calculation of the residuals. We demonstrate
the robustness of the structural similarity (SSIM) mea-
sure over illumination and expression variations. We
also develop our own sparsifier that performs l1 mini-
mization using genetic algorithms. This gives tremen-
dous flexibility in experimenting with different similar-
ity measures, which act as a key classifier in this ap-
proach. We also demonstrate successfully the deficien-
cies of the MSE measure adopted by the original algo-
rithm and the gradient-based sparsifiers that are com-
monly used for this purpose. Experiments that we con-
ducted on two different databases provide superior re-
sults showing marked improvement in recognition over
the original approach. This improvement, however,
comes with a cost of more processing time require-
ments. This is due to the nature of genetic algorithms in
requiring many generations for close approximation.
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