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Abstract— Nowadays, detecting and filtering are still the most 
feasible ways of fighting spam emails 1 . There are many 
reasonably successful spam email filters in operation. 
However, proactively catching new strains of spam emails, 
where no previous knowledge is available, is still a major 
challenge. Negative selection is a branch of artificial immune 
systems. It has a strong temporal nature and is especially 
suitable for discovering unknown temporal patterns. This 
nature makes it a good candidate in quickly discovering and 
detecting new strains of spam emails. In this paper, we study 
the feasibility of negative selection in detecting spam emails 
without using any prior knowledge of any spam emails. We use 
TREC07 corpus for our experiments. The outcomes, under the 
assumption of no prior knowledge about spam emails, are very 
encouraging. We also discuss our findings and point out 
possible future directions. 

Keywords-Artificial Immune Systems; Negative Selection; 
Spam Email Detection; Nilsimsa Digests 

I.  INTRODUCTION 
Spam emails are a common type of the cyber nuisances 

we have to put up with in our daily life. Spam emails 
actually do not just waste resources, but also pose serious 
security threats. Detecting and filtering are still the most 
feasible solutions in fighting spam emails. There are many 
spam email filters in operation, but they are all far from 
foolproof. SpamAssassin [1] is the one of the mature and 
widely used spam email filters. Almost all email servers run 
some kinds of spam email filters on incoming emails, yet all 
of us have and are continuously having firsthand experience 
with the frustration of spam emails. The major problem here 
is to promptly detect new strains of spam emails, where no 
previous knowledge is available. Spammers constantly and 
swiftly adapt new techniques in order to circumvent spam 
filters. They keep creating new strains of spam emails. While 
most spam email filters require some sorts of knowledge 
about spam emails, the detection very often legs behind. 

The research community and the industry have put 
significant effort into spam email detection. Many different 
types of mathematic models have been proposed and trialled, 
for example, Naïve Bayes classifier [2], instance-based 
learning (memory-based) approach [3], boosted decision tree 
[4], maximum entropy [5], support vector machines [6], 
LVQ-based neural network [7], and practical entropy coding 

                                                           
1  We use the word “email” in both singular and plural forms, e.g., 

an email and many emails. 

theory [8] etc. These methods do need some knowledge 
about spam emails, and sample spam emails are used to train 
the mathematic models. 

While the research community is improving the 
effectiveness of different mathematic models in detecting 
spam emails, the spammers are also arduously inventing new 
techniques to defeat the models. They creatively produce 
new strains of spam emails, which could be very different 
from these in the past. Hence, no knowledge about them is 
available. However, regardless the techniques which 
spammers may use, the purpose of spamming is simple: to 
cram the inboxes of the end users with the messages which 
the spammers want to sell. Their strategy is clear: creating 
spam emails which could hoodwink the in-operation spam 
filters and then reach as many inboxes as possible. 
Therefore, they can force these end users to read and then 
possibly respond upon their messages. So, when a new strain 
of spam emails is created, the emails will be sent out to the 
largest number of possible users in a short period of time, in 
the attempt to bypass the spam filters before they are updated 
with the knowledge of this strain of spam emails. To further 
make the spam detection harder, the spammers also try to 
obfuscate the original spam email. For example, spell Viagra 
as “v1agra”, “V!@gra” or “VlhAGRA”. But, the 
obfuscations cannot be too much deviated from the original 
one, because the obfuscated spam emails have still to be 
humanly readable. There are, of course, other types of 
obfuscations, e.g., concealing text in images as email 
attachments and obscuring keywords by HTML tags etc. A 
spam email with these types of obfuscations can be regarded 
as a different strain, as its representing format is completely 
different from the original one. Starting from the spam email 
of this new format, any further obfuscations still cannot be 
too much away from it; otherwise, the visual appearance will 
be severely impacted, and hence obstructing the messages to 
be sold. These observations give us 2 fixed features about 
spam emails: 

• Spam emails, upon being created, are repeatedly sent 
out to a large number of users. Even if, although 
very rare, the spam email may be only sent once to a 
user, not repeatedly, from an email server point of 
view, there still exist many repeated spam emails, as 
many email users are on the same mail server. 

• Spam emails might be obfuscated to avoid being 
detected, but the obfuscations cannot be too much 
deviated from the original one. 
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These 2 features give us some clues on detecting new 
strains of spam emails, where no prior knowledge about 
them is available, as they may be very different from 
previous ones. What we need is a system, which could 
quickly discover the patterns of repeatedly similar emails. 
Negative selection, which is a branch of artificial immune 
systems, has the ability to quickly discover unknown 
temporal patterns and could be a good candidate for this task. 

There are a few negative selection based spam email 
detection systems. The one proposed by Oda and White [9] 
uses a word-based representation of an email. The system 
calculates a score based on both good and bad words in an 
email. Based on the score, it decides if the email is ham or 
spam. This system relies on the knowledge of spam emails 
built in its detectors, for example 
\b(?:college|university)\s+diplomas (a regular 
expression), and achieves high detection rate. However, as 
the authors pointed out, without using the heuristic 
knowledge of spam emails, the system “performed 
significant less well”. Abi-Haidar and Rocha proposed 
another negative selection based spam email detecting 
system, Immune Cross-Regulation Model (ICRM) [10]. 
They use the text from both email header lines and the email 
body. They didn’t strip off HTML tags. An email was 
converted into a vector of n features by randomly sampling. 
The authors compared the performance of ICRM with Naïve 
Bayes and Variable Trigonometric Threshold classification 
methods. 

Sarafijanovic and Boudec [11] approach is similar to our 
proposal in this paper, but with a significant difference and a 
few technical differences. The fundamental difference is 
whether to use the knowledge of known spam emails. Their 
system relies on the knowledge of spam emails from end 
user feedback, while our proposal does not using any 
knowledge of any spam email. The focus of their paper is 
different as well. They primarily focused on the cooperation 
of peer detection engines and the spam email detection 
performance of the cooperation. Each of the detection 
engines, which are essentially based on negative selection, 
has the feedback on spam emails from the end users. Three 
types of detectors are used. They are suspicious signatures, 
local danger signatures, and remote danger signatures. The 
suspicious signatures are just the detectors which survive the 
maturing phase, but yet to be activated (please see Section II 
for details). The local danger signatures are “from the emails 
being deleted as spam by the users”. The remote danger 
signatures are from remote cooperative detection engines, 
obtained the same way on remote systems as on the local 
system. 

In this paper, we propose to use negative selection in 
detecting new strains of spam emails. We won’t use any 
knowledge of known spam emails, because, under our 
assumption, they are supposed to be new strains, and no 
knowledge about them is supposed to be available yet. Our 
focus in this paper is to study the feasibility and the 
performance of negative selection in detecting new strains of 
spam emails, where no knowledge about them is available. 
Except for some seeding ham emails, the system does not 
have any information about any spam email. Therefore, 

every spam email is potentially of a new strain. In our 
experiments, we do not use the information from the header 
lines of an email, as it is not stable in classifying the email. 
We only rely on the body of an email to decide if it is a ham 
or a spam email. Furthermore, we do not employ suspicious 
keywords either, as building the list of suspicious keywords 
requires the knowledge about spam emails. 

Nevertheless, given the advances in spam email 
detection, one should not exclude any available information 
in spam email detection. With the help of all available 
information, say, email header lines, suspicious keywords, 
and heuristic rules based on the previous knowledge of spam 
email etc., a system can considerably increase the accuracy 
of spam email detection, especially when on fixed spam 
email corpora. However, in this paper, our focus is not on an 
ideal detection rate built on the knowledge of known spam 
emails. Our primary focus is on studying the detecting of 
new strains of spam emails, where we couldn’t possibly have 
any knowledge about them. Thus, we decide not to take 
these advantages in our experiments. The outcomes, under 
the assumption – no prior knowledge about spam email, are 
very encouraging. 

The rest of the paper is as follows. In Section II, we 
briefly review negative selection. Section III discusses data 
preparation, and Section IV reports the experiment outcomes 
with discussion. We summarize the paper with future work 
in Section V. 

II. NEGATIVE SELECTION 
Artificial Immune Systems (AIS) are based on the 

observation of the behaviors and the interaction of antibodies 
and antigens in a biological system. Negative selection, 
which is a branch of AIS, mimics the way a human body 
detects and destroys harmful antigens. A human body 
constantly produces lymphocytes, with randomly mutated 
surface peptides, from bone marrow. All newly generated 
lymphocytes are sent to thymus to mature. The thymus has 
almost all types and shapes of self cells. During this period 
of maturing time, if a lymphocyte matches any cell in the 
thymus, the lymphocyte is just a copy of a self cell and is 
then destroyed. Only these which do not match any self cell 
in the thymus are sent to the body to match (or detect) 
antigens, which are invasion cells. The lymphocytes keep 
matching all the cells in the body. If a match happens, it 
means that a non-self cell (an antigen) is just detected. An 
alarm might be raised, and immune actions may follow. The 
lymphocyte which matches the antigen may become a 
memory lymphocyte and stays in the body to quickly 
respond to the same antigen in the future. If for a period of 
time, a lymphocyte does not make any match, it will age and 
die. For a detailed explanation on how the immune system 
works, under the context of AIS, we refer the readers to [12, 
Chapter 2]. Negative selection, due to its ability of 
discriminating self and non-self, fits naturally into the area of 
anomaly detection. It has found wide applications, especially 
in abnormal detection. Ji and Dasgupta have a 
comprehensive survey paper [13] on the latest development 
of negative selection. 
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The terms used in AIS literature are yet to be 
standardized. In this paper, we use the term antibody and 
detector interchangeably, and we view the data to be 
verified, i.e., to be matched by the antibodies, as a sequence 
of cells. A cell can be either a self cell or an antigen cell. 

From the mathematic model point of view, a self cell, an 
antibody, and an antigen are represented in a string or vector 
format. In this paper, they are represented in a string format, 
and we use a string and a cell interchangeably. If the distance 
(aka affinity) between 2 strings is within a pre-defined 
threshold, the 2 strings are regarded the same. It is also said 
that a match happens. 

A basic negative selection algorithm has 4 concurrently 
working modules and 2 repositories, Fig 1. The module 
generating random detectors is responsible for generating 
(random) detectors. The newly generated detectors are sent 
to another module, detectors maturing module, for 
maturing, where a newly generated detector is compared 
against the self cells from the selves repository and is culled 
if there is a match. For these detectors which survive the 
maturing module, they are kept in the detectors repository. 
The antigen matching module keeps matching detectors 
from the detectors repository against the incoming strings. 
If a match happens, depending on the matching count of the 
detector, one of 2 actions will follow. If the count is still 
under the activating threshold, the matching count of the 
detector is increased by 1, and the incoming string, which 
could be a harmful antigen, is not regarded as being detected. 
If the count is over the activating threshold, the detector is an 
activated detector, which means that the incoming string is 
detected by the detector as an antigen. Finally, the detectors 
ageing module checks the ages of the detectors. If a detector 
cannot be activated within a pre-defined time window, the 
detector ages, dies, and is then removed from the detectors 
repository. The detectors ageing module then notifies the 
generating random detectors module to generate more 
detectors to replace these dead ones. 

 

 
Figure 1.  Negative Selection 

In summary, the basic issues for a negative selection 
algorithm are: the data representing format, the affinity 
calculation method, the affinity threshold, the detector 
activating threshold, the detector ageing threshold, the 
detectors generating method, and the size of detector 
repository. Different settings result in different negative 
selection algorithms. 

III. PREPARING TREC07 CORPUS FOR NEGATIVE 
SELECTION EXPERIMENTS 

We use Nilsimsa digests2  [14] to represent emails. A 
Nilsimsa digest of a piece of text is a 256-bits string, which 
is written in hexadecimal format as shorthand. Therefore, a 
self cell, a detector, or an antigen is coded as a 256-bits 
binary string. Nilsimsa digests have the ability to preserve 
the distance between 2 pieces of text. If the difference 
between the 2 pieces of text is big, then the difference 
between the 2 corresponding Nilsimsa digests is big. On the 
other hand, if the difference between the 2 pieces of text is 
small, the difference between the 2 Nilsimsa digests is small 
as well. Although the differences among Nilsimsa digests 
and the differences of their original pieces of text are not 
monotonically preserved in a mathematic sense, to a large 
extend, Nilsimsa digests are good enough for our 
experiments. Damiani et al [15] studied the robustness of 
Nilsimsa digests against text obfuscations, for spam email 
detection purpose, and demonstrated that Nilsimsa digests 
are resistant to text obfuscations (up to 3 times bigger of the 
original text). 

TABLE I.  AN SAMPLE EMAIL 

 
TREC07 Corpus [16] contains 75,419 emails, among 

which 25,220 are ham, and 50,199 are spam. These emails 
were received by an email server between Sun, 8 Apr 2007 
13:07:21 (GMT-0400) and Fri, 6 Jul 2007 07:04:53 (GMT-
0400). The emails are ordered by their coming time. For our 
experiment purpose, we only extract the “text” of the body 
part of an email. The extracted body text includes the Base64 
formatted text for attachments [17] of possible pictures. The 
text is then undergone the following steps of processing: 

                                                           
2  The commonly cited web site for Nilsimsa 

http://lexx.shinn.net/cmeclax/nilsimsa.html is no longer available. In 
this paper, we use CPAN Perl module Digest-Nilsimsa-0.06 for the 
experiment. The original C implementation was credited to Chad Norwood 
chad@455scott.com. 

From 7stocknews@tractionmarketing.com  Sun Apr  8 13:13:04 2007 
Return-Path: <7stocknews@tractionmarketing.com> 
Received: from plg2.math.uwaterloo.ca (plg2.math.uwaterloo.ca 
[129.97.186.80]) 
[other header lines] 
 
--F05E057D3F0C38DA4867D386 
Content-Type: text/plain; 
    charset="iso-8859-1" 
Content-Transfer-Encoding: 7bit 
 
Mega  authenticV I A G R A   $ DISCOUNT priceC I A L I S  
$DISCOUNT priceDo not miss IT, CLICK here. 
http://www.moujsjkhchum.com 
 
[repeated MIME mark] 
 
<HTML><HEAD><TITLE>authentic viagra</TITLE></HEAD> 
<BODY> 
Mega  authentic<br>V I A G R A   $ DISCOUNT price<br>C I A L I S  
$DISCOUNT price<br><a href="http:/ 
/www.moujsjkhchum.com">Do not miss IT, CLICK here.</a> 
</BODY></HTML> 
 
--F05E057D3F0C38DA4867D386-- 

generating random detectors 

detectors maturing 

antigen matching 

selves 

detectors 

antigens

detectors ageing 
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• The HTML tags are stripped off. 
• The meta lines, such as Content-Type: text/plain 

and charset= etc. MIME attachment marks, are 
stripped off. 

• All alphabets are converted into their lower cases. 
• All blank spaces (white spaces, tabs, and new lines) 

are removed. 
After these steps, we obtain a clean email body and then 
calculate the Nilsimsa digest for the email based its clean 
body. For example, the third email, which is spam, of the 
corpus, looks like Table I. 

After clean up, the clean email body of the email appears 
as 

 
Its Nilsimsa digest, in hexadecimal, is 

 
We blindly treat an email body as a sequence of 

characters. We do not differentiate plain text based email 
body, rich format HTML email body, or image based email 
body. All emails are treated in exactly the same manner. Fig. 
2 is an example of 2 image based spam emails. A spam email 
of this type normally has three alternative parts: part one is a 
plain text paragraph randomly cut from a book to avoid 
being detected by spam email engines which are based on 
previous spam email knowledge, part two is a HTML 
formatted paragraph also randomly cut from a book for the 
same purpose, and part three is a JPEG format picture. For 
displaying purpose, a mailer believes that these three parts 
are semantically identical and only displays the last part. 

 

 
Figure 2.  Image Based Spam Emails 

The 2 spam emails displayed in Fig. 2 are from email 5 
and email 6. They have different part 1 and part 2. The part 3 
of the 2 emails is the similar image with different noises, 
image sizes, and file names. Through their clean bodies, we 
obtained the following 2 Nilsimsa digests: 

 
In their binary format, the difference between the 2 

strings is 91 out of 256 bits. These 2 emails are therefore 
very likely to be regarded the same. 

The clean up steps sometimes remove all characters from 
an email, e.g., email 36. Therefore, no character left to 
calculate the digest. Among the 75,419 emails, there are 
1649 emails which do not produce the digests. Due to its 
small portion (2%), we just skip them in this paper. There is 
very little impact on the experiment outcomes. 

The Nilsimsa digests for the 75,419 emails, including the 
1649 blanks, and their labels can be downloaded from 
http://ise.canberra.edu.au/dtran/TREC07Nilsimsa. 

IV. EXPERIMENTS RESULTS AND DISCUSSION 
TREC07 corpus has 75,419 emails. An experiment on all 

the emails takes a quite long time to complete, while the 
experiment results on all the emails are actually similar to 
these on the first 20,000 emails. The only difference is that 
for a full run with all 75,419 emails, the best detection rates, 
with respect to both ham and spam, are achieved when the 
affinity threshold being set at around 90, instead of at around 
80. In this paper, we only report our experiment results for 
the first 20,000 emails. 

We calculate the affinity of 2 Nilsimsa digests by 
counting the number of different bits in their binary format. 
We set detector activation threshold to 3 matches. If a 
detector has been matched 3 times against incoming strings, 
it becomes a legitimate detector, and any subsequent match 
against this detector means the detection of a spam email. To 
generate detectors, we use an antigen feedback mechanism, 
proposed in [18]. An undetected string is taken as a newly 
generated detector. It goes through the same maturing step 
and is subject to elimination if it matches any of the selves. If 
it survives, it is used to match further incoming emails. If it 
can be activated by exceeding the activation threshold (3 
matches), it becomes a legitimate detector. We do not set the 
size for the detector repository; nor do we set the ageing 
threshold. 

Of the 20,000 emails, there are 4,890 ham emails and 
14,489 spam emails. There are also 621 blanks (620 from 
spam emails and 1 from ham email), which will be skipped 
in the experiments. We use the first 2500 ham emails (about 
50% of the ham emails) as the seeds for selves. We set 
varieties of affinity thresholds. 

 

 
Figure 3.  Detection rates for varieties of affinity thresholds 

Fig 3 is the outcomes of the detection rates, against 
varieties of affinity thresholds, on ham and spam, and also 

f63561bd345e9c684a6558b08a46f002f00caaa26cf2c5054d382c5a2a
81e857 
52da24ad045fbd0b4a6bd030fc522935f5aea3a279630e6707604e7c7
2a2da6f 

64aa9b204b19a82e49309144a374518064a023be519a34173da3aa1bf9
bdeb7e 

megaauthenticviagra$discountpricecialis$discountpricedonotmissit,clickh
ere.http://www.moujsjkhchum.commegaauthenticviagra$discountpricecia
lis$discountpricedonotmissit,clickhere. 
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the corresponding false positive and false negative rates - 4 
curves in the diagram. The curve “ham ham” represents the 
detection rate for ham emails being correctly classified as 
ham emails; the curve “ham spam” represents the detection 
rate of ham emails being mistakenly classified as spam 
emails (i.e., false positive); the curve “spam ham” shows 
the detection rate of spam emails being mistakenly classified 
as ham emails (i.e., false negative); finally, the curve “spam 
spam” shows the detection rate of spam emails being 
correctly classified as spam emails. 

As the affinity threshold increases, the match becomes 
less accurate. A detector can easily match the emails which 
may be less similar to it. In the other words, it may matches 
both ham emails and spam emails which are different from 
it. Thus, more emails are detected as spam emails. Therefore, 
the detection rates for ham start to drop. Interestingly, the 
detection rates for spam increases with the increase of the 
affinity threshold up to a point, when the affinity threshold is 
set to 80. It then starts to decline. This is because that as the 
affinity threshold increases further, the match becomes much 
easier. Newly generated detectors cannot survive the 
maturing stage, as they easily match against selves and thus 
are culled. 

On the surface, it seems that the detection rates are not as 
high as some other spam email detection systems. However, 
the fundamental difference between our system and the 
others is that this detection rates include the failures due to 
learning. Our system is not trained with any knowledge of 
spam emails before the experiments. It only learns the 
patterns of spam emails when an experiment starts. 
Therefore, detection rate progression curves more accurately 
reflect the performance of our system. Let’s us take the 
outcomes of the experiment when the affinity threshold is set 
at 80 as an example to study the details of the progression of 
the detection rates. 

 

 
Figure 4.  Accumulated detection rate progress 

Fig. 4 gives the accumulated detection rates at every 100 
email interval. The first point (x=1) corresponds to the 
detection rates for the first 100 emails; the second point 
(x=2) corresponds to the detection rates for the first 200 
emails; and so on and so forth. The 4 curves have the same 
meanings as they are in Fig. 3. From the curve “spam 
spam”, which represents spam email detection rate, one can 
see that the system learns from the incoming emails and 
gradually increases its detection accuracy. At the very 

beginning, the curve increases steeply, which indicates a fast 
learning process. As to the “ham ham” curve, which 
corresponds to ham email detection rate, it keeps reasonably 
steady and drops slightly as time goes by. All 4 curves in this 
diagram represent the accumulated progressions with the 
time and do carry on the failed detections at the beginning 
when the system is completely ignorant and tries to learn 
spam email patterns. 

If we just look at the detection rates within a fixed time 
window, where the detection rates are not accumulated from 
the beginning, this system demonstrates some extraordinary 
detection performances. Fig 5 is the detection rates of every 
100 emails. The first point (x=1) represents the detection 
rates for the emails from 1 to 100; the second point (x=2) 
represents the detection rates for the emails from 101 to 200; 
and so on and so forth. Therefore, no history data is carried 
over. From the curves, we can see that at some intervals, the 
spam detections rate close to 100%, with negligible false 
(both positive and negative) detection rates. In the 20,000 
emails tested, from email 5,361 to 7,938, there are 2,497 
spam emails (out of a total of 2,578 emails) which are 
exactly the same. They all have the subject line “Avis 
Important et Personnel” 3 . The system performed 
remarkably well in these intervals, with 99% to 100% 
detection rates. In general, after the initial about 1/3 of the 
time, when the system is learning the spam email patterns, 
very often the spam detection rate is over 80%, and the 
majority of the time, the detection rate is over 70%. 

 

 
Figure 5.  Detection rates for every 100 email interval 

V. CONCLUSION AND FUTURE WORK 
This paper reports a novel spam email detection method, 

where no previous knowledge about spam emails is assumed. 
The motivation of this proposal of ours is due to the fact that 
spammers are relentlessly creating new strains of spam 
emails, which may be completely different from the previous 
ones, to defeat the spam detection engines. In order for a 
spam detection engine to detection the new strains of spam 
emails, it has to operate without any knowledge about these 
new spam emails.  

                                                           
3  The system does not use the information from the subject line; 

nor any other header lines. We list the subject line here as a convenient 
indicator for the readers to quickly identify these emails. 
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To study spam email detection under the assumption of 
nil spam email knowledge, we use negative selection with 
antigen feedback mechanism as the detection engine. 
TREC07 corpus is chosen as the sample data for the 
experiments, and a Nilsimsa digest is used to represent each 
email in a 256 bits string format. These experiments, 
conducted so far, were only based on some simple 
assumptions, yet the results are very encouraging. There are 
a number of research tasks we will pursue in future. Three 
are immediate tasks and will be performed in the near future. 
The first task is to improve Nilsimsa digests to accurately 
representing emails. The second is to find a better affinity 
calculation method. The last one is to study if the knowledge 
of preciously collected spam emails can increase the 
detection rates on new spam emails, which are completely 
different from these previously collected ones. 
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